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Summary

What can be learned from a single example? If we are faced with some complex
process, producing large intricate constructs, but we are only given one example
of its output, can we still draw conclusions about the source, or ascribe meaning
to the patterns we find? This is by no means just an academic exercise: we only
have one Internet, for example, only one climate system and only one global
financial system. What assumptions must we make about the processes that
generated them, in order to learn about their structure? What can we do if
we make no assumptions at all? Each chapter of this dissertation addresses
an aspect of this question, starting with a high-level theoretical approach, and
gradually working towards more practical aspects.

The first chapters provide an informal introduction to the problem, and the
tools we use to study it. In Chapter 3, we view the problem in its most general
form, using the theory of Kolmogorov complexity. In using Kolmogorov complex-
ity, we make only one assumption: that the source of the data can be understood
as a computational process. Under this assumption, it gives us an objective def-
inition of the data’s information content. As is well known, the incomputable
Kolmogorov complexity can be bounded from above by computable means. We
show that with additional assumptions about the source of the data, such as
its computational complexity, we can compute a value that is not just an upper
bound, but also, with high probability, a good approximation. We also analyze
functions derived from Kolmogorov complexity, such as the normalized informa-
tion distance: we show that good approximations to Kolmogorov complexity do
not necessarily translate to good approximations of derived functions, but with
careful analysis, we can provide some guarantees.

Chapter 4 deals with model selection. Given only a single sample, what can
we say about the complexity of its source? How much of the data is structure,
and how much is random? This question has been studied under many names,
like sophistication, the algorithmic sufficient statistic and effective complexity. We
show that all these approaches have fundamental problems: the functions pro-
posed cannot correspond to the intuition that inspired them. It remains an open
question whether objective model selection in this setting is possible, but we
provide several arguments that suggest the answer is negative.

In Chapter 5 we turn to a practical application of the single sample setting:
large complex graphs. These are complex objects, with rich internal structure,
but no straightforward way to divide the data into chunks with similar prop-
erties. One solution is to find small, frequently recurring subgraphs, known as
network motifs. However, the fact that a subgraph is frequent is by itself no indi-
cation that it is a meaningful pattern: many subgraphs occur frequently, simply
by chance. To show that a particular subgraph is special, we must show that
its occurrences are unexpected for a particular source. Using the Minimum De-
scription Length principle, the more practical cousin of Kolmogorov complexity,
we develop a fast way to judge whether such subgraphs are unexpected. This
allows motif analysis to scale to much larger graphs than was possible with
traditional techniques.
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Where the previous chapter studies the recurrence of similar structures at
the same scale, Chapter 6 investigates self-similarity: the recurrence of the same
structure across scales. This is often a crucial assumption in graph analysis: we
cannot analyze the whole of the World Wide Web, so we assume that a large
subgraph, extracted from a random walk, has the same properties as the whole.
Learning self-similar structure is known as the fractal inverse problem, a long-
standing open question. We analyze the fractal inverse problem in the domain
of point patterns in Euclidean spaces, and show that it can be solved using the
Expectation-Maximization algorithm.

The field of statistics is divided neatly by the type of data under analysis. The
available models and techniques differ sharply from times series to sets of iid
samples, to geospatial information. The single sample setting provides us with
a general perspective: it shows that in all cases we are dealing with a single,
finite binary string, and we are hoping to model it with a computable prob-
ability measure. The internal structure of this binary string is an assumption
we make about its source, usually to let us divide the data in chunks, so that
the similarities and differences between these chunks will let us reconstruct the
source from the data. This view is instructive when we are faced with modern
types of data like complex graphs, where the question of how to subdivide the
data is not easily answered. The perspective of single sample statistics gives us
a starting point: we can always consider the data a single sample from some
computable distribution.
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